Cookies

* Magic Cookies -- Introduced by Netscape with the release of
NN2 in 1996.

» Soon became an official "extension" of the HTTP protocol
and supported by all browsers.

*A harmless way to have a Web browser store some data on
the client between transactions.

How do cookies originate?

» They can be set using JavaScript. Cookies are, in fact, the
only "writing" that JavaScript can do to the client's file system.
However, setting cookies with JavaScript is not very useful in
practice.

* The utility of cookies comes into play when CGI programs
set cookies, and then retrieve them in a subsequent transaction.
* Thus, one use for cookies is for storing state data -- on the
client!!
* There are other uses like: storing session IDs and user
preferences for a given Web site.

* The data portion of each cookie consists of only one
name=value pair.

* Each cookie is specific to a Web domain.
* So a basic cookie has the form
www.uweb.edu name=value

* This is not necessarily how a Web browser formats a cookie
as text when it saves it. That is entirely up to a particular

browser. We only need to understand the parts which
comprise a cookie.

1. A CGI program sends a cookie(s) to a browser.
2. The browser stores the cookie

¢ In a cookie file for persistent cookies

¢ Ina RAM cache for session cookies
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« Session cookies are meant to live for the duration of a
browsing session, much like a state file.
* Depending upon the particular browser, a cache of
session cookies might be maintained for a given browser
window and purged when the window is closed.
* Or the session cookies might be common to all windows
open in a given browser and purged when the application is
quit.

* When a cookie is set with an expires field, it becomes a
persistent cookie in the cookie file.

www.uweb.edu namel=valuel expires=Thu, 01-Jan-2005 03:24:33 GMT

* A browser automatically polices the persistent cookie file,
deleting expired ones.

« The only required field to set in a cookie is its data -- the
name=value pair.
¢ There are 4 other optional fields

name=value
(mandatory)

The name identifies the cookie. Set a
cookie with a name already in use, the
new cookie replaces the old one.

expires=date Special format for expiration dates:
(optional) Fri, 03-Nov-2001 15:09:33 GMT

domain=domainname The default is to send back only to domain
(optional) which set the cookie (e.g. www.uweb.edu)
Can generalize: domain=uweb.edu
Can restrict: domain= x.y.uweb.edu

path=directorypath Can also restrict where cookie is returned

(optional) based on URL path
path= /~jones
secure Return only if transaction is using https

(optional)




Question: How is a cookie set on a browser by a CGI
program?

Answer: By placing a Set—cookie line in the HTTP response
header sent to the browser.

HTTP/1.0 200 OK
Date: Fr, 30 Nov 2001 15:24:33 GMT
Server: Apache/1.3.1

in
Set—cookie: namel=valuel ) Sett g.3 .
Set-cookie: name2=value? <:| session cookies with
Set-cookie: name3=value3 none of the optional
Content-ength: 341 fields
Content—type text/html

. blank line containing only a newline character
. data returned from the CGI program (i.e. the HTML page)

Question: How do we print a line in the HTTP header from
CGI program?

Answer: Simply print the each cookie BEFORE the Content-
type line.

prirt "Set-Cookie: name l=valuel\n";
prirt "Set-Cookie: name2=value2\n";
prirt "Set-Cookie: name3=value3\n";
prirt "Content-type: text/ht ml\m\n";

## now print the HTML page to be returned to the browser

CRUCIAL: Each cookie must be printed with a following
line break to ensure the cookie appears on a separate line in
the HTTP header.

Question: How do we print some (or all) of the optional
fields?

Answer: They are placed in the print statement, delimited
with semi-colons.

* The following cookie uses all 5 of the possible fields

prirt "Set—Cookie: name=value; expires=Thu, 01-Jan-2005
03:24:33 GMT; domain=.uweb.edy; path=/cgi; secure\n";

Note: Must have delimiting semi-colon.

Remember: The name field carries the data. ALL of the
optional fields determine whether a given cookie should be
sent back to a given Web server.

A browser will ONLY send back the cookie on the previous
slide if the request is coming from some sub-domain of
uweb.edu and it's in a /egi directory.

anySubDomain.uweb.edu/cgi

Moreover, in the case of that cookie, it must not be expired
and the transaction must be using https.

Question: How do you access incoming cookies in a CGI
program?

Answer: Get them from the HTTP_COOKIE environment
variable: $SENV{" HTTP_COOKIE"}

Question: How are the incoming cookies formatted?

Answer: The name=value pairs are in a string delimited by
semi-colon followed by a space (kind of weird).

Example: 3 incoming cookies

namel=valuel; name2=value2; name3=value3

Question: What is the best way to make cookie data readily
available in CGI programs?

Answer: The incoming cookies are a string of name=value
pairs, so split them out into a $cookieHash

blank space

% cookieHash = ();
@ nameValuePairs= split(/; /,$ENV{"HTTP_COOKIE"});
foreach $pair (@nameValuePairs) {
($name, $value) = split(/=/, $pair);
$cookieHash{$name} = $value;
}




Example: A program which informs the user how many times
the particular browser they are using has called the program
during the current session only.

* A session cookie is set on the first call to the program. Upon
subsequent calls, 1 is added to the cookie value and the cookie
is reset. Thus the cookie works like a per-session hit counter.

» Execute visitcounter.cgi and start a couple of new sessions

* Remember, to kill a session you may need to close the
browser window or quit the browser application, depending on
the particular browser you are using.

The logic of visitcounter.cqi :

« Split out the incoming cookies into $ cookieHash

* if a cookie named VISITS was submitted
* then the browser has been there before so add 1 to the
VISITS count to reflect the current visit

¢ else
« first visit from browser so set VISITS counter to 1

* Print the VISITS cookie to update the cookie on the browser
¢ Print the Content-type line
* Print the HTML page to be returned

Some notes to remember about cookies in general

« When a cookie is set on a browser, and one with the same
name already exists, the new one overwrites the old one.
(Basically, a browser's cookies work like a hash in that
respect.)

¢ To delete a cookie, set a new cookie with the same name but
with an expired date.

Cookie notes continued:

* When you are writing CGI programs and testing them in an
account on a Web server, it is a good idea to include your user
name in the path field:

path=/~jones
That way, Jones only gets his own cookies back (ones set from
www.uweb.edu/~jones), not all cookies set by other users

on www.uweb.edu.

Otherwise, if two users are using the same name for a cookie,
one user's cookie overwrites the other users cookie. Yikes!

Cookies vs Data Embedded

« Cookie data is automatically returned by a browser for the
life of a session (or longer). Embedded data must be re-
embedded in each Web page to propagate a session.

« Thus a cookie-enabled session is not as dependent upon
"surfing continuity”. That is, if you surf to a different site
(without closing the window) and then return to the one which
set the cookie, the cookie is sent back and session can resume,
ostensibly with no interruption. With embedded data, you
would have to go back in the browser's history list and
find a cached page with embedded data (a session ID for
example) in order to resume a session.

Cookies versus Embedded Data (continued) :

* Don't put sensitive data in a cookie OR embed it in a Web
page. Old Cookies can be read just as easily as some
embedded data cached in an old Web page. That is, in each
case, send a session ID back to the browser and keep any
sensitive data in a corresponding state file on the server.

 Cookies are unreliable in that they can be completely
disabled in a browser. Nonetheless, many major commercial
Web applications (like Hotmail) do not work correctly for a
browser that has cookies disabled.

* Persistent cookies can be used to arm a particular browser
with long-term data, such as site preferences or long term

logged on state. Embedded data cannot accomplish that.



An example using long term site preferences.

» Simulates a site with a language preference setting. When
you return later, the content is delivered in your language.

» For completeness, a Boolean style site preference is also
used. Either you get a flag corresponding to the language you
choose, or you don't.
O=———— @ Hello

@ «

Back Forward Stop Refresh Hore.

(@) http:/ Fwww wweb edu fpreferences ogi

Please custonuze this site accordmg to your country. If your
country is not listed, please check bacl later

Alvays show my g’

Set language

See source file
preferences.cgi

(Your browser must accept cockies n order to use this site.)

* On the surface the app logic required to implement this
seems straight-forward:

if(exists $cookieHash{"language"}) {
## the site preference has already
## been set a some poirt
&custom_page;
}
elsif($formHash{"request"} eq "custom_page") {
## they are submitting the form with
## the preference settings
&custom_page;
}
else {
## first visit to site so they get the
## page with the preference settings
&preference_page;

* However, any site which allows long-term preferences to be
set should also provide an option to allow them to be re-set.

» The solution: A call to reset the preferences has to bypass the
recognition of the preference cookie in the app logic.

If a language cookie is submitted,
bypass the preference page.
1

preference_page

page with form for setting
language preferences

custom_page

page customized with a certain language override cookie
reset preferences—‘— bypass ———

## The custom_page function does most of the work ##
sub custom_page {
my (Slanguage, $flag);

if(exists $formHash{"language")) { # setting preferences initially
# (ar re-setting them)
$flanguage=SformHashi{"language"};
if(exists $formHash{"flag"}) {
$flag="yes";
}
else {
="no";

}
}
else { # use preferences set in cookies on the browser

$language=ScookieHash{"language");
$flag=$cookieHash("Hag"};
}
my Sexpires = &one_year_from_now; ## toalkit function
## regardless of the case, cookies are re-set each tine
prirt "Set-cookier language=$language; path=/; expires=$expires\n";
prirt "Set-cookie: flag=$flag; path=/; expires=$expires\n';

## prirt Content-type line and rest of customized page

* The real app logic for preferences.cgi

if($formHash{"request"} eq "reset") {
&preference_page;

}

elsif(exists $cookieHash{"language"}) {
&custom_page;

}

elsif($formHash{"request"} eq "custom_page") {
&custom_page;

}

else {
&preference_page;

* The key is that the reset request MUST come first in the
app logic. Otherwise, it won't take precedence over the
existence of an incoming language cookie.

» Use a Web browser that has the feature turned on which
gives an alert when a cookie is set. Go to a few major
commercial sites and observe that some of the incoming
cookies are from a different domain than the site you have
pulled up.

Question: How is that possible?

Answer: There are images in the Web page whose source files
reside on a third party server. We will call such images
third party images. During the transaction to acquire the
third party image, the third party server sets a cookie on the
browser -- a third party cookie.




* Your browser and the server giving you the Web page are
the first two parties -- the primary parties in the transaction.

* Your browser reads the src of the HTML image element as it
parses the file and makes a secondary request for the graphic
from the third party server.

* Normally, this secondary request is made to the server which
is serving up the HTML page.

* Typically, a third party image is put in a page solely to cause
a secondary transaction with a third party server. The purpose

of such secondary transactions is to set (and read) cookies.

* Obviously, this is not standard HTTP server software, but

software modified to deal in cookies upon image requests.

Question: Why would anyone want to set third party
cookies?

One Answer: To set ad banners and monitor how effective
they are. That is, third party ad servers can be used to
compile statistics during mass marketing campaigns.

The scenario:

e y.com sells things online and pays other sites to advertise for
them.

* x.com gets paid by y.com to display their add banner, which
is served from y.com's add server.

e y.com pays a lot of sites to display their ads, not just x.com.
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« tell how effective their advertising is
y.com wants to know whether x.com or z.com is more
effective.

* There are many conceivable schemes which could be
employed to implement such an add server. A straight-forward
way is to simply let the name of the requested image contain
an ID indicating which site is showing the ad.

The online advertising industry has actually developed its own
terminology:

* An impression -- When y.com's ad server gets a request for
XID.gif

* Remember, they also set a cookie in that secondary
transaction. (therefore they can dynamically set the ad for that
user)

¢ A click-through -- When someone visits y.com's main site,
the cookie is sent back.




But it gets even better:

* Some companies have come into existence solely to run
advertising for other sites.

» These are online mass marketers, who typically run ad
campaigns for many sites.

* Such sites might even have a whole farm of customized
HTTP servers to handle all of the ad serving.

* Two common examples are mediaplex.com and
hitbox.com.

« If you watch the status bar as you surf to commercial sites,
you will see secondary requests to such sites.

Dozens of sites pay a.com to serve
their ads. 0ne such site is y.com.

N

Dozens of sites get paid by a.com to
display ads. One such site is x.com.

/

When a browser hits y.com, a web beacon in

their page enables 2.cam to read a cookie When a browser hits x.com, the ad banner]

for y.com causes a third party cookie

that was set on the browser during a
from a.com to be set.

transaction with x.com.

— —— cookie ———.

~xID=browserID exp:

* By embedding an ID for both the advertiser and the
advertisee in the request for the third party graphic, a.com can
monitor impressions and click-throughs for all of it's
customers.

« If they also include some random ID to mark your browser,
they can actually track you among their client's sites!

* a.com can compile quite elaborate demographic statistics for
their customers in this way.

Can you believe it gets even better yet?

* A Web beacon is typically a 1x1 pixel graphic which is the
same color as the background of the page. Thus, it is
completely invisible.

* The purpose of such Web beacons is to set third party
cookies and to cause them to be returned.

* The Web has coagulated into large conglomerates and
portals: the vast yahoo, msn, and go Web networks, for
example.

* When every site affiliated with msn, for example, puts a
Web beacon in EVERY one of their pages, the implications
are staggering

* When you first hit a page in their network, a Web beacon
marks your browser with a cookie containing an ID of some
sort.

* The network can then track you as you surf to any other
pages in their network because those pages have beacons as
well.

« If you have an account with one of the sites in the network,
they could actually track you personally as you surf.

* Do a search for "Web beacon privacy" and you will see
disclaimers from more major commercial sites than you care
to look at. They readily admit they are tracking you, but claim
the demographics they are compiling are completely
impersonal.




